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Abstract
A distributed computing architecture (Genome@home) has been 
established to allow for large-scale protein sequence design. The 
goal of the project is to design new protein sequences based on 
existing protein structures on a massive, potentially genome-wide 
scale. In general, this data will allow us to extensively sample and 
define the sequence space of known structures. An exciting 
application of this data is to assist in the functional annotation of the 
dozens of new genes being sequenced every day. Another 
interesting technical innovation resulting from this work is a method  
under development for incorporating structural flexibility in the 
design process.

The project works through the installation of a simple client 
program on a user’s computer. The client gets a protein structure 
from the Genome@home server, runs the SPA protein design 
algorithm, and returns the designed sequences back to the server. 
The server then checks and stores the data, compiles statistics, and 
runs preliminary analyses on the incoming sequences. 

To date, over 10,000 users have downloaded the client, and almost 
as many computers are actively processing data. In the 4 months 
since the launch of the project, over 100,000 new protein sequences 
have been designed, and we currently receive almost 5,000 new 
sequences every day. Preliminary analyses of the first two data sets 
have already revealed interesting observations and trends regarding 
protein design. 



How it works

home… lab/office… anywhere!

The G@H client uses the spare CPU cycles on a user’s computer 
to run the SPA algorithm on the assigned structure. Results are 
automatically returned and exchanged for a new work unit on a 
daily basis.

The G@H server sends and receives the 
work units (essentially just protein 
structures and sequences). It automatically 
verifies, collates and stores the returned 
data, completes initial analyses, and 
computes user statistics for the website.



The SPA algorithm
The two great difficulties in protein design are:

•choosing potential energy terms for the system 
which will accurately model the physical reality

•finding intelligent ways to efficiently search 
the astronomically large (on the order of 10n) 
space of possible sequences

Some highlights of the design algorithm, SPA:

•initial rotamer filtering step  

•Amber/OPLS parameters + implicit solvation

•uses amino acid baseline corrections to 
maintain reasonable sequence compositions

•genetic algorithm to perform the combinatorial 
search for low energy sequences to match the 
target structure



Genome@home so far
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Preliminary projects
Beta experiment

The first experiment tested the features of the client, 
server, website, and statistics system, while also allowing 
us to collect useful scientific data. The set of proteins for 
which genes are being designed consists of all PDB files 
up to one hundred amino acids long. This simple subset 
of proteins allowed us to iron out many bugs in the initial 
weeks of running Genome@home.We collected over ten 
thousand sequences, representing an average of about 
thirty sequences per protein. This amount of data will 
allow us to perform numerous analyses to discern biases 
in the design algorithm, look for patterns of conservation 
and covariation within protein structural families, and get 
an initial insight into the similarities and differences 
between naturally-observed sequence families and their 
designed counterparts.

SH3 experiment

The second experiment run by Genome@home is 
focused on the design of new SH3 sequences. SH3 
domains have been a focus of structural studies within 
the last decade, with a total of forty-five different 
structures of twenty domains currently available. This 
wealth of structural data allows for a comprehensive 
structural ensemble to drive sequence design. The wide 
distribution of SH3 domains throughout eukaryotic 
proteomes and the biological importance of many 
proteins that contain SH3 domains has lead to the 
identification of hundreds of unique SH3 sequences, 
providing a large and diverse natural sequence set for 
comparison. This experiment has already yielded over 
one hundred thousand sequences. This data will be used 
in a number of analyses such as:

“Crystal Structure Of The N-Terminal, 
Growth Factor-Like Domain Of Alzheimer 
Amyloid Precursor Protein” 
Nat. Struct. Biol. 1999 6:327

•looking for patterns of conservation and covariation within the set of designed SH3 sequences 

•performing sequence similarity searches against whole genomes to annotate unknown genes 

•comparing the designed sequence set to large alignments of natural SH3 sequences 

“Solution Structure And Peptide Binding Of 
The Sh3 Domain From Human Fyn” 
Structure. 1996 4(6):705-14



Designed sequences allow for 
more diversity in the protein 

hydrophobic core
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Fig. 1 Plotted here is the difference between the diversity of designed SH3 sequences 
and natural SH3 sequences, at each position of the protein sequence. The red arrows 
highlight the positions that define the hydrophobic core of the SH3 domain. The line at 
0.7 represents the point where designed sequences allow, on average, two more amino 
acid types than are seen in natural sequenes. Seven of these eleven positions are in the 
hydrophobic core.

The evolution of natural protein sequences is constrained by their need to function 
properly in the cell. Since designed sequences are selected only for structural stability, 
with no other functional considerations in mind, one expects to see much more 
variability in the positions that are important for the function of natural proteins. In this 
analysis, we see that this is not strictly true; it is the structurally important hydrophobic 
core residues which show the biggest increases in sequence variability in the designed 
sequences.



Native sequences reliably match designed 
sequences from the native structure

The design algorithm has 
previously been shown to be 
quite specific for a given 
structure. Even very similar 
structures (<1.0 Å rmsd) will 
produce quite different 
designed sequences. As well, 
the designed sequences are 
generally quite different from 
the native sequence (ID ≈25-
30%). We wanted to ask, “How 
well do the designed sequences 
discern between similar 
structures?” 

One way of approaching the 
problem is: Given a large 
library of designed SH3 
sequences as a BLAST 
database, which ones match the 
native sequences best? 1lck: Lck1awx: Btk

1lck: Lck1cka: Crk

1shf: Fyn1hsq: PLC-γ

1lck: Lck1csk: Csk

1avz: Fyn1griB: Grb2-N

1lck: Lck1fmk: Src

1sem: Grb2-C1sem: Grb2-C

1fyn: Fyn1fyn: Fyn

1avz: Fyn1ycs: BP2

1abo: Abl2abl: Abl

1sem: Grb2-C1gfc: Grb2-C

1sem: Grb2-C1griA: Grb2-C

1shg: Fyn1shg: Fyn

1fyn: Fyn1shf: Fyn

1gbq: Grb2-N3gbq: Grb2-N

1fyn: Fyn1efn: Fyn

1lck: Lck1lck: Lck

2hck: Hck5hck: Hck

Query sequence
Hit structure in 
design library

12/18 native sequences match a sequence derived from the 
native structure, suggesting that the design algorithm correctly
defines subtle features of the target structure.



Profiles from designed 
sequences find known 
homologues accurately

Large alignments of designed sequences can be used to generate 
“sequence profiles”, or PSSM’s, which are used to search 
databases for sequences that match that profile. This type of 
searching (for example, PSI-BLAST) has been shown to be a much 
more powerful method for detecting homologous sequences than 
single-sequence searching (for example, traditional BLAST). We 
created a profile from 476 randomly chosen designed sequences, 
and used it to search various databases.

False hitsCorrect hitsDatabaseAlgorithm

--GenBank

1256Swiss-Prot(N>2.0)

331PDBPfsearch

278GenBank

145Swiss-Prot(E<1.0)

024PDBBLAST



Conclusions

•The task of large-scale protein sequence design 
can be massively parallelized in a very efficient 
manner.

•Large alignments of diverse designed sequences 
produce reliable profiles (PSSM’s) for database 
searching.

•The design algorithm (SPA) is sensitive to quite 
subtle features of a specific structure.

•Sequence diversity can be introduced through 
the use of pre-computed slight structural variants.

•The design process allows for a much more 
promiscuous sampling of sequence space than 
natural evolutionary processes.



Future Directions
•Use sequence profiles for specific proteins to 
generate biased combinatorial libraries for 
protein synthesis. This will experimentally test 
the ability of the design algorithm to produce 
viable sequences.

•Introduce functional constraints into the design 
process to produce new sequences which are 
both stable and functional.

•Refine methods for generating high sequence 
diversity for a given structure, allowing more 
extensive sampling of sequence space.

•Develop methods to incorporate structural 
flexibility into the sequence design process; an 
elusive goal in protein design to date. 

•Focus on specific proteins and/or genomes of 
biomedical or industrial interest.


